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Key Questions

In what ways does Spark improve over MapReduce!?
How is distributed group by implemented efficiently at scale?

How do commutative and associative operations
contribute to efficient distributed execution?

How does partitioning contribute to efficient distributed execution!?

How do these concepts come together in efficient joins at scale!?
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users

Frontend

facebook

Backend

PHP/MySQL

ELT

(ExtractylLoad, Teahsform)

Okay, now what!?

data scientists



What’s the problem? (circa 2007)

Hadoop is great, but it’s really waaaaay too low level!

What's the solution!?
Abstraction to the rescue — build a higher-level language!



Hadoop is great, but it’s really waaaaay too low level!
(circa 2007)

facebook YaHOO!

With Hadoop, all we got is a bunch of these...

What we really need What we really need
is SQL! is a scripting language!



Hadoop is great, but it’s really waaaaay too low level!

(circa 2007)
facebook YaHOO!
What we really need What we really need

is SQL! is a scripting language!

Answer:




Hadoop is great, but it’s really waaaaay too low level!
(circa 2007)

facebook YaHOO!

Both (still) open-source projects today!



Reminder...

Why not just use an existing analytical database?

Scalability. Cost. Flexibility.

Jeff Hammerbacher,; Information Platforms and the Rise of the Data Scientist.
In Beautiful Data, O’Reilly, 2009.

“On the first day of logging the Facebook clickstream, more than 400 gigabytes of data
was collected.The load, index, and aggregation processes for this data set really taxed the
Oracle data warehouse. Even after significant tuning, we were unable to aggregate a day of
clickstream data in less than 24 hours.”



Hive: Example

Relational join on two tables:

Table of word counts from the Shakespeare collection
Table of word counts from the Bible

SELECT s.word,

s.freq, k.freq FROM shakespeare s

JOIN bible k ON (s.word = k.word)
WHERE s.freq >= 1 AND k.freq >= 1
ORDER BY s.freq DESC LIMIT 10;

the 25848
I 23031
and 19671
to 18038
of 16700
a 14170
you 12702
my 11297
in 10797
is 8882

Source: Material drawn from Cloudera training VM

62394
8854
38985
13526
34654
8057
2720
4135
12445
6884



Hive: Behind the Scenes

SELECT s.word, s.freq, k.freq FROM shakespeare s
JOIN bible k ON (s.word = k.word)
WHERE s.freq >= 1 AND k.freq >=1
ORDER BY s.freq DESC LIMIT 10;

(Abstract Syntax Tree)

(TOK_QUERY (TOK_FROM (TOK_JOIN (TOK_TABREF shakespeare s) (TOK_TABREF bible k) (= (.
(TOK_TABLE_OR COL s) word) (. (TOK_TABLE_OR COL k) word)))) (TOK_INSERT (TOK_DESTINATION
(TOK_DIR TOK_TMP_FILE)) (TOK SELECT (TOK_SELEXPR (. (TOK TABLE_OR _COL s) word)) (TOK SELEXPR (.
(TOK_TABLE_OR COL s) freq)) (TOK_SELEXPR (. (TOK_TABLE_OR_COL k) freq))) (TOK_WHERE (AND (>= (.
(TOK_TABLE_OR COL s) freq) 1) (>= (. (TOK_TABLE_OR COL k) freq) 1))) (TOK_ORDERBY
(TOK_TABSORTCOLNAMEDESC (. (TOK_TABLE_OR_COL s) freq))) (TOK_LIMIT 10)))

(one or more MapReduce jobs)



STAGE DEPENDENCIES:
Stage-1 is a root stage
Stage-2 depends on stages:
Stage-0 is a root stage

Stage-1

STAGE PLANS:
Stage: Stage-1
Map Reduce
Alias -> Map Operator Tree:
s
TableScan
alias: s
Filter Operator
predicate:
expr: (freq >= 1)
type: boolean
Reduce Output Operator
key expressions:
expr: word
type: string
sort order: +

Map-reduce partition columns:

expr: word
type: string

tag: 0

value expressions:
expr: freq
type: int
expr: word
type: string

TableScan
alias: k
Filter Operator
predicate:
expr: (freq >= 1)
type: boolean
Reduce Output Operator
key expressions:
expr: word
type: string
sort order: +

Map-reduce partition columns:

expr: word
type: string
tag: 1
value expressions:
expr: freq
type: int

Hive: Behind the Scenes

Stage: Stage-2
Map Reduce
Alias -> Map Operator Tree:
hdfs://localhost:8022/tmp/hive-training/364214370/10002
Reduce Output Operator
key expressions:
expr: _coll

type: int
sort order: -
tag: -1

value expressions:
expr: _col@
type: string
expr: _coll

type: int
expr: _col2
type: int
Reduce Operator Tree:
Extract
Limit

File Output Operator
compressed: false
GlobalTablelId: ©
table:

input format: org.apache.hadoop.mapred.TextInputFormat
output format:

Reduce Operator Tree:
Join Operator
condition map:
Inner Join 0 to 1
condition expressions:
® {VALUE. col@} {VALUE. coll}
1 {VALUE. col0}
outputColumnNames: _col®, _coll, _col2
Filter Operator
predicate:
expr: ((_col® >= 1) and (_col2 >= 1)
type: boolean
Select Operator
expressions:
expr: _coll
type: string
expr: _col®

Stage: Stage-0
Fetch Operator
limit: 10

type: int
expr: _col2
type: int

outputColumnNames: _col®, _coll, _col2
File Output Operator
compressed: false
GlobalTableId: ©
table:
input format: org.apache.hadoop.mapred.SequenceFileInputFormat
output format: org.apache.hadoop.hive.ql.io.HiveSequenceFileOutputFormat

org.apache.hadoop.hive.ql.io.HiveIgnoreKeyTextOutputFormat
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Pig: Example

Task: Find the top 10 most visited pages in each category

Visits URL Info
cnn.com 8:0 cnn.com News

Amy bbc.com 10:00 bbc.com News 0.8
Amy flickr.com 10:05 flickrcom  Photos 0.7
Fred cnn.com 12:00 espn.com  Sports 0.9

@ @

@ @

@ @

Pig Slides adapted from Olston et al. (SIGMOD 2008)



Pig: Example Script

visits = “/data/visits’

gVisits = visits url;
visitCounts = gVisits
urlInfo = “/data/urlInfo’

visitCounts = visitCounts

gCategories = visitCounts

topUrls = gCategories

(user, url, time);

url, count(visits);
(url, category, pRank);
url, urllInfo url;
category;

top(visitCounts,10),;

store topUrls into ‘/data/topUrls’;

Pig Slides adapted from Olston et al. (SIGMOD 2008)



Pig Query Plan

load visits

group by url

foreach

generate count load urllnfo

join on url

group by category

foreach
generate top(urls, 10)

Pig Slides adapted from Olston et al. (SIGMOD 2008)



Pig: MapReduce Execution

load visits

foreach

generate count

Reduce|\

Pig Slides adapted from Olston et al. (SIGMOD 2008)

ioin on url

lA~ A

urllnfo

Reduce,

foreach
generate top(urls, 10)

Map;

Reduce;

v




visits ‘
gVisits
visitCou
urlInfo
visitCou
gCategor

topUrls

ts

ts
es

n

— o

store topUrls i

import
import
iuport
import

java.io. I0Exception:
java.util.Arraylist;
java.util.Iterator;
java.util.List;

import
import

ory.apache.hadoop, £5. Path;
org.apache. hadoop. io. Longlcitable ;

import org.apache.hadoop.io.Text;

inport org.apache.hadoop.io.Writable:

iuport org.apache.hadoop.io.UritableCouparable;

inport org.apache.hadoop.napred. FileInputFornat:

inport org.apache.hadoop.mapred. FileturpucFormat:

import org.apache.hadoop.napred, JobCont ;

import org.apache.hadoop.mapred. KeyValueTextInputFornac;
import org.a  pache.hadoop.nmapred.Mapper;

iuport org.apache.hadoop.mapred. :

import org.apache.hadoop.mapred. Dutputfollector;

inport org.apache.hadoop.napred, RecordReader;

import org.apache.hadoop.napred, Reducer ;

import org.apache.hadoop.mapred. Reporter;

imp ort org.apache.hadoop.napred.SequenceFileInputFormat;
inport org.apache.hadoop.mapred. SequenceFilefutputFornat;
import org.apache.hadoop.napred. TextInputFormatc;

inport org.apache.hadoop.mapred. jobcontrol. Job:

import org.apache.hadoop.mapred. jobcontrol, JobC

import org.apache.hadoop.mapred. 1ib, Identityfapper;

public class MRExauple |
public static class LoadPages extends MapReduceBase
iuplements Mapper<Longilritable, Text, Text, Texts |

public woid map(Longhritable k, Text val,
Outputollector<Text, Text> oc
Reporter reporter] throws I0Exception {

/4 Pull the key out
String line = val.toString();
int firstComma = line.index0f('
string key = line.sub
String value = line,substring(firstComna + 1);
Text outKey = new Text (key):

/4 Prepend an index to the walue so we know vhich file

/4 it came from.

Text outVal = new Text("l

oc.collect{outKey, out¥al):
}

i
public static class LoadAndFilterlUsers extends MapReduceBase

iwplements Mapper<Longiritable, Text, Text, Textr

public woid map{LongWritsble k, Text val,
Outputlfollector<Text, Text> oc,
RepOrter reporter] throws I0Exception {

/7 Pull the key out
String line = val.toString(];
int firstfomma = line.index0f('
$tring value = line.substring(
int age = Integer.parseIncivalue):
if (age < 18 || age » 25) return;
String Key = line.substring(0, firstComma):
Text outKey = new Text|key):
/¢ Prepend an index to the value so w
/4 it came from.
Text outVal = new Text|"2" + value):
oc.collect(outKey, out¥al):

}

i

public static class Join extends MapReduceBase
implements Reducer<Text, Text, Text, Texts {

public woid reduceiText key,
Iterator<Text> iter,
Outputfollector<Text, Text> oc
Reporter reporter) throws IDException

{
/4 For each walue, figure out which file it's from and

atore it

string(0, FirstComma);

/data/visits’
url;
gVisits
‘/data/urlInfo’
visitCounts
visitCounts
gCategories

(user, url, time);
visits
count(visits);
pRank) ;

url;

url,
category,
urlInfo

(urtl,
urtl,
category,;
top(visitCounts,10);

nto ‘/data/topUrls’;

reporter. setitatns ("0K")

/7 Do the cross product and collect the values
for (String sl : first) {
for {String s2 : second)
String outval = key + ", + sl + 7,7 + 527
oc.collectinull, new Text{outval)):
reporter. setStatus("OK") ;
+

Or this!

)

i
public static class Loadfoined extends MepReduceBase
inplements Mapper<Text, Text, Text, LongWritable» {

public void map(
Text k,
Text val,
OutputColle
Reporter reporter)
/4 Find the url
string line = wal.toitring():
int firstComns = line.indexDI(','):
int secondComma = line.index0f(',', first
String key = line.substring(firstComma, secondComma);
// drop the rest of the record, I don't need it anymore,
4/ Just pass & 1 for the combiner/reducer to suu instead.
Text outKey = new Text(kev):
oc.collectiontkey, new Longiritable (1L)):

ctor<Text, Longliritshler oc,
throws IDException {

ontrol; Comna) ;

}
i
public static class ReduceUrls extends MapReduceBase

implements Reducer<Text, LongWritable, WritahleComparahle,
Teitabler {

public void reduce|
Text ke 7,
Iterator<LongWritable> iter,
OutputCollector<iritableComparable, Writable» oc,

Reporter reporter) throws IOException {
// Add up all the values we see

"+ value)

long sum = 0;
wh ile {iter.hasMext(}] {
Sum += iter.next(].geti();
reporter, setStatus (“0K"} ;
i

oc.collectikey, new LongWritable (sum));

'
public static class LosdClicks extends MepReduceBase
uplenents Mapper<UritableComparable, Writable, Longiritable,

Texts {

firstComma + 1);

public void map(
UritableComparable key,
Uritable val,
OutputCollector<longliritable, Text> oo,
REPOLTET LEpOrTEr) throws IODException {
oc.collecti{longliritable)val, (Textikey):

& know which file
}
i
public static class LimitClicks extends NapReduceBase
inplements Reducer<LongWritshle, Text, LongUritable, Text> |

int count = 0:

public void reduce|
Longiritable key,
Trerator<Texts> iter,
GutputCollector<LongUritable, Text> oc,
Reporter reporter) throws LDException {

7 Onlv outrut the firast 100 records

This!

1p.seclutputKeyClass (Text.class)
1p. setutputValueClass (Text.class) ;
1p. setMapperClass [LoadPages. class) ;
FileInputFormat.addInputPath(lp, new

user/gates/pages”)):
FileOutputFormat.setOutputPath(1p,

new Path("/user/gates/tup/indexed_pages”));

1p. setiunReduceTasks [0) ¢
Job loadPages = new Jobilp):

Fath(“/

JohCont 1fu = new JobCont (MREXample.class):
lfu.s erlobName ("Load and Filter Users”):
1fu. setInputFormat (TextInputFornat. class) ;
1fu. setutputKeyClass {Text.class) ;
1fu. setutputValueClass (Text. class) ;
1fu. setMapperClass (LoadAndFilterUsers. class) ;
FileInputFormat.add InputPath{lfu, new
Path("/user/gates/users"))

FileDutputFornat. setOutputPath(1fu,

new Path("/user/gates/tup/filtered users"));
1fu. setiunReduceTasks (0} ;
Tob loadUsers = new Job(lfu):
JobCont join =

new JobCont | MRExauple. class) ;

join.setlobNeme("Join Users and Pages™);
join. setInputFormat (ReyValueTextInputFornat, class) ;

join. setOutputKeyClass (Text.class)

Join. serOurpucValueClass (Text.class)

join. setMapperClass (TdentityMap per.class);

join. setReducerclass (Join.class):

FileInputFormat.addInputPath(join, new
Path{"/user/gates/tup/indexed pages™));

FileInputFormat.addInpucPath(jein, new
Path{"/user/gates/tup/Filtered users™));

FileOutputFormat.se toutputPath(join, new
Path{"/user/gates /tup/joined”] ] ;

join. setlumReduceTasks (50) ;

Job joindob = new Job(join;

joindob.addDependingloh(loadPages) ;

joindob.addDependinglob(loadlsers) ;

JobConf group = new JobConf (MRE xample.class);

group. setdobName ("Group URLE™)

group. setlnputFornat (KeyValueTextInputForuat. class) ;

group.setlutputKeyClass Text.class);

group.setlurputvalusClass (Longlritable. class)

group. setutputFornat |$equenceFi

group. sethapperClass (Loadloined. class) ;

group. setfombinertlass (Reducelirls.class);

group. setReducerClass (Reducelrls, class)

FileInputFormat. addInpucPath{group, new
Path("/user/gates /tmp/joined™] ] ;

FileOutputFornat. setutputPath(group, new

Path{"/user/gates/tup/grouped”] ) ;

group. setmReduceTasks (50) ;

Job grouplob = new Job(group);

groupJob, addDependingTob (Joindob) ;

JobConf topl00 = new JobCont (MRExauple.class):
+topl00.setiohName ("Top 100 sites™);
topl00. setInputFormat (SequenceFilelnputForuat, class) ;
topl00. setdutputKeyClass (Longliritable. class)
£opl00, setdutputValueClass (Text. class)
topl00. setlutputFornat | SequenceFilefutpuck
£opl00. setMapperClass (LoadClicks. class):
topl00.setConbinerClass (LinitClicks.class);
topl00.setReducerClass (LinitClicks.class);
FileInputFornac.addInputkath(toplod, new
Path("/user/gates/tup/grouped™] ) ;
FiletutputFormat. serOucputPath(toplold, new
Path("”/user/gates /topl00sitesforusers1Gtazs”)) ;
£opl00. setihmPeduceTaskz (1) ;
Job limit = new dob(toplOnj;
limit.addbependingfob (groupdob)

leDutputFormat. class) ;

ormat.class):



But isn’t Hive / Pig slower?
Why don’t you program in assembly all the time?
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Hadoop is great, but it’s really waaaaay too low level!
(circa 2007)

facebook YaHOO!

Both (still) open-source projects today!



MapReduce

The “instruction set” is restrictive...
Can we do better?



MapReduce Workflows

=

=

What’s wrong!?

=










MapReduce

The “instruction set” is restrictive...
Can we do better?



Let’s design a data processing
framework from scratch!

What ops do you need!?

(Why is MapReduce the way it is?)



Roots in Functional Programming
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Data-Parallel Dataflows

We have a collection of records,
want to apply a bunch of operations
to compute some result

Assumption: static collection of records
(What’s the limitation here?)

Immutable Truth #1: At scale, you must
distribute work across multiple machines.

(So, it’s gotta be distributed)

Immutable Truth #2: At scale, computing
components break all the time.

(So, fault tolerance is a must)



We need per-record processing

trre Ty

T 11 11
D@ - e

Okay, now what?

We need to exchange intermediate results...
We need an “addressing mechanism” and a “delivery mechanism”...

And once we do that, we can continue with processing...



We need communication

? ? ?

W " @

What'’s the role of the group by!?




Tree 1y
==

reduce reduce reduce
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MapReduce

List[(K1,V1)]

l

map
f: (K1, V1)
= List[ (K2, V2)]

reduce

g. (K2, Iterable[V2])
= List[ (K3, V3)]

l

List[(K3,V3)]

(note we’re abstracting the data-parallel part)



Well, if you put it like that...

map and reduce comprise the instruction set
What else can we do!?

SparK




MapReduce

List[(K1,V1)]

List[(K3,V3)]



Map-like Operations

RDD[T] RDD [T] RDD[T] RDD[T]
RDD [U] RDD[T] RDD [U] RDD [U]

(Not meant to be exhaustive)



Reduce-like Operations

RDD[ (K, V)] RDD[ (K, V)] RDD[ (K, V)]
aggregateByKey
groupByKey fregyc§3¥$iyv seqOp: (U, V) => U,
i ’ combOp: (U, U) = U

| | |

RDD[ (K, Iterable[V])] RDD[ (K, V)] RDD[ (K, U)]

(Not meant to be exhaustive)



Join-like Operations

RDD[ (K, W)]

RDD[ (K, V)] RDD[ (K, W)] RDD[ (K, V)]
join cogroup
RDD[ (K, (V, W))] RDD[ (K, (Iterable[V],

(Not meant to be exhaustive)

Iterable[W]))]



Join-like Operations

RDD[ (K, V)] RDD[ (K, W)] RDD[ (K, V)] RDD[ (K, W)]
leftOuterJoin fullOuterJoin
RDD[ (K, (V, Option[W]))] RDD[ (K, (Option[V], Option[W]))]

(Not meant to be exhaustive)



Set-ish Operations

RDD[T] RDD[T] RDD[T] RDD[T]
union intersection
RDD[T] RDD[T]

(Not meant to be exhaustive)



Set-ish Operations

RDD[T] RDD[T] RDD [U]
| l

distinct cartesian

RDD[T] RDD[ (T, U)]

(Not meant to be exhaustive)



Sort Operations

RDD[ (K, V)1 RDD[ (K, V)]

RDD[ (K, V)] RDD[ (K, V)]

(Not meant to be exhaustive)



Partition Operations

RDD[ (K, V)1 RDD[ (K, V)]

RDD[ (K, V)] RDD[ (K, V)]

(Not meant to be exhaustive)



Example: Spark Word Count

RDD[T]

flatMap
f: (T) =

1 textFile = sc.textFile(args.input
Ve XHr (arg put ()) TraversableOnce[U]

textFile
.flatMap(line => tokenize(line)) map
.map(word => (word, 1)) f: (T)
.reduceByKey ((x, y) => x + V) = U

.saveAsTextFile(args.output())

reduceByKey
f: (V, V) =V

|

RDD[ (K, V)]




Hypothetical Example: MapReduce

val textFile = sc.textFile(args.input())

textFile
.map(object mapper {
def map(key: Long, value: Text) =
tokenize(value)
.foreach(word => write(word, 1))
1)
.reduce(object reducer {
def reduce(key: Text,
values: Iterable[Int]) = {
var sum = 0
for (value <- values) sum += value
write(key, sum)
)
.saveAsTextFile(args.output())

List[(K1,V1)]

l

map
f: (K1, V1)
= List[ (K2, V2)]

g.

reduce

(K2, Iterable([V2])
= List[ (K3, V3)]

l

List[(K3,V3)]




That’s it.

MapReduce resultsl = records.map(...)

.reduce(...)

results2 = resultsl.map(...)
.reduce(...)
Spark results = rdd.foo(...)

bar(...)
.baz(...)



Data-Parallel Dataflows

We have a collection of records,
want to apply a bunch of operations
to compute some result

Assumption: static collection of records
(What’s the limitation here?)

Immutable Truth #1: At scale, you must
distribute work across multiple machines.

We defined a bunch " o
of transformations. (So, it’s gotta be distributed)

Immutable Truth #2: At scale, computing

. , on
components break all the time. | ets work

(So, fault tolerance is a must) ~ this P*



What’s an RDD!?
Resilient Distributed Dataset (RDD)

= immutable = partitioned

So how do you actually do something?

Developers define transformations on RDDs
Framework keeps track of lineage



RDD Lifecycle

Transformation

RDD

Action
values

Transformations are lazy: Actions trigger actual execution
Framework keeps track of lineage



Spark Word Count

RDDs

—> Val textFile = sc.textFile(args.input())

—> val a = textFile.flatMap(line => line.split(" ")) €—
—> val b = a.map(word => (word, 1)) D
—> val ¢ = b.reduceByKey((x, y) => X + vy) D

c.saveAsTextFile(args.output())

Action Transformations =



RDDs and Lineage

On HD
FS | textFile: RDD[Stri
ing]

fl .
l atMap(11ne => line Spl.
* 1t(” ll))

a: RDD[String]

l .map (word => (word, 1))

b:

.redu
l ceByKey ((x, y) => x +
y)

C.

Action!
Remember,

transformat'\ons are lazy!



RDDs and Optimizations

Lazy evaluation creates optimization opportunities

On HDFS

RDDs don’t need
to be materialized!

Want MM"

textFile:

RDD[String]

l .flatMap(lin

a: RDD[String]

l .map (word =>

b: RDD[(String, Int)]

l .reduceByKey

c.: RDD[(String, Int)]

Action!

e => line.split("

(word, 1))

((x,

y) => X +y)

"))



RDDs and Caching

RDDs can be materialized in memory (and on disk)!

On HDFS | textFile: RDD[String]

.flatMap (Jine line.split(" "))

< o
dhe it
Ca a: RDD[String]

Faul¢ tolerap cer

l .map(word => (word, 1))

b: RDD[(String, Int)]

l .reduceByKey ((x, y) => x + vy)

c.: RDD[(String, Int)]

Action!

Spark works even if the RDDs are partially cached!



HDFS Architecture

HDFS namenode

Application /foolbar
HDES Client . > File namespace block 3df2
A

HDFS datanode HDFS datanode

Linux file system Linux file system

oe - 8

Adapted from (Ghemawat et al., SOSP 2003)



Hadoop Cluster

namenode (NN)

jobtracker (JT)

namenode daemon

jobtracker daemon

tasktracker daemon

tasktracker daemon

datanode daemon

Linux file system

datanode daemon

Linux file system

88

88

Iy

s

tasktracker daemon

datanode daemon

Linux file system

88

worker node worker node worker node




Aggregated vs. Disaggregated

{OHO} {OHDF {0HOF

T TTTT T TTTT

= |

o ¢
==== ==

GHE) ==
==== ===

Hadoop assumes an aggregated architecture

(OO
(OO




Aggregated vs. Disaggregated

The case against disaggregated
Requires higher-performance interconnects

The case for disaggregated

Compute and storage demands grow differently
Compute demands fluctuate; data persists
Heterogeneous data processing engines + storage

Note: even for disaggregated architectures, partitioning is necessary!



Spark Cluster

Driver Program

SparkContext

_—

Cluster Manager

\

Woaorker Node
Executor

Cache

‘/’/,p Task Task
\ Worker Node

Executor | Cache

¥ | Task Task




Reality Today: Hybrid Designs

Sometimes, you
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still have local disk {é} ﬁ}

Other times,
you don’t

Examples: Amazon EC2, Google
Compute Engine, Azure Virtual Machines
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Examples: Amazon S3, Google Cloud
Storage, Azure Blob Storage
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Spark Programs
Scala, Java, Python, R

spark-shell spark-submit

Your application
(driver program)

SparkContext
Cluster Local
manager threads
Af’/)r‘k\\\s !
Worker Worker
Spark Spark
executor executor
i i !
HDFS

Spark context: tells the framework
where to find the cluster

Use it to create RDDs to get
started...

val textFile =
sc.textFile(args.input())

textFile
.flatMap(line => tokenize(line))
.map(word => (word, 1))
.reduceByKey ((x, y) => x + vy)
.saveAsTextFile(args.output())

What happens to the functions!?
Where do the results go!?
Beware of collect ()!



Spark Stack

RDDs

Physical Operators




Spark Physical Operators

Narrow Dependencies: Wide Dependencies:

(I1]
gid

(LD

map, filter groupByKey

join with inputs
co-partitioned

join with inputs not
co-partitioned

union



Spark Execution Plan
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Wait, where have we seen this before!?



Pig: Example Script

visits = “/data/visits’

gVisits = visits url;
visitCounts = gVisits
urlInfo = “/data/urlInfo’

visitCounts = visitCounts

gCategories = visitCounts

topUrls = gCategories

(user, url, time);

url, count(visits);
(url, category, pRank);
url, urllInfo url;
category;

top(visitCounts,10),;

store topUrls into ‘/data/topUrls’;

Pig Slides adapted from Olston et al. (SIGMOD 2008)



Pig Query Plan

load visits

group by url

foreach

generate count load urllnfo

join on url

group by category

foreach
generate top(urls, 10)

Pig Slides adapted from Olston et al. (SIGMOD 2008)



Pig: MapReduce Execution

load visits

foreach

generate count

Reduce|\

Pig Slides adapted from Olston et al. (SIGMOD 2008)

ioin on url

lA~ A

urllnfo

Reduce,

foreach
generate top(urls, 10)

Map;

Reduce;

v




Hadoop is great, but it’s really waaaaay too low level!
(circa 2007)

facebook YaHOO!

Abstractions to the

rescue!
Spark provides a richer Pig Scripts
“instruction set” @

Both (still) open-source projects today!



Spark Stack

DataFrames / Datasets

RDDs

Physical Operators

Who lives where!?




Spark Execution Plan
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Next time!




Source: Wikimedia
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