LBSC 796/INFM 718R Information Retrieval Systems

Final Exam
Due: Monday, May 16, 2005, 9pm
This final exam has three questions.  Please limit your responses to around 500 words or less per question.  Although this is not a strict limit (i.e., I won’t be counting words), verbosity will be penalized.  As a reference, a full letter-sized page with typical margins, 12 point font, and single-spaced text, contains approximately 500 words.
The exam is open book, open notes, open Internet.  You may consult any resource you wish except for another human being.  However, I do expect proper citations (not included in the 500 word limit).
Although this exam is designed to take 3 hours to complete, you can take up to 4.5 hours if you wish.  Do not spend more than 4.5 hours on this exam!
Each question will be graded on a five point scale.  The criteria for each score is given below:

	4
	Demonstrates an excellent, in-depth, and detailed understanding of all the issues involved.  Fully addresses all facets of the question and shows awareness of the tradeoffs involved in designing and building information retrieval systems.



	3
	Demonstrates a good understanding of the issues involved.  Addresses most of the facets of the question, but may have overlooked a one or two points.



	2
	Demonstrates a basic understanding of the issues involved.  Addresses some of the facets of the question, but missing knowledge of many key points.



	1
	Demonstrates a poor understanding of the issues involved.  Does not adequately address the facets of the question; major gaps in knowledge.



	0
	Does not demonstrate any substantial understanding of the issues involved.


Question 1

Why don’t Web search engines in general implement relevance feedback, in its full-blown implementation?
Question 2

We discussed three different question answering techniques in class: one driven by named-entity recognition, one that capitalizes on Web redundancy and surface patterns, and one that employs database techniques.  An interesting class of questions often observed on the Web (but not seen in TREC) is “How do I…”: everything from “How do I fix a leaky faucet?” to “How do I know I’m pregnant?” to “How do I make meatloaf?”  How well do these three QA techniques work for this class of questions?
Question 3
In class, we talked about the idea of collaborative filtering, e.g., a recommender system for movies that provides suggestions by comparing your ratings with other people’s.  Let’s say we want to build a system that provides collaborative querying.  Here’s how it might work: you type in a query, and in addition to normal search results, you have suggestions for “related queries”.  Here’s the idea: let’s say I have an information need and issue a search; it doesn’t get me what I want so I go through a series of reformulated queries until I finally find what I’m looking for.  Let’s say that all of these interactions are captured in a log.  When another user comes along and issues the same query, we want to use our log to provide helpful suggestions.  How would you design a system that goes about providing these “related queries”?  What are the issues and complications involved?  You can assume that you have a large search log with any reasonable information you need, e.g., which users issued which queries in what sequence, the time spent on each search page, etc.
